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LPC’24: “Defining and maintaining requirements in the Linux Kernel”

Why Documenting the design is important

● New developers and security experts can verify if their proposed 
modifications are coherent and consistent with the intended 
behavior (e.g. when modifying the documented symbols).

● Reduction of incorrect or buggy patch proposals by new 
contributors thanks to  faster understanding of the code behavior 
and side effects

● Testers can test the code against the documented intended 
behavior and documented constraints of use, hence without the 
risk of mistaking a bug for a feature. Moreover testing efficiency 
would be improved by more targeted testing around scope of 
impact of change.  

In general the technical debt associated with Linux would be reduced.



LPC’24: “Improving kernel design documentation and involving experts”

Outcome of the discussion

● Participating maintainers agreed that low level requirements are 
important to properly uphold intended design;

● Participating maintainers asked to have semantic aspects of the 
requirements to be added inline with the source code whereas the 
rest of requirements’ formalism should go into sidecar files;

● The requirements format must be compatible with the existing 
kernel documentation;

● The requirements’ formalism should be supported by automation 
for evaluating requirements against newly submitted code.



The initial requirement trials

The template was presented at the 2024 
ELISA workshop hosted by NASA.

Positive feedbacks received by Steven 
Rostedt (TRACING subsystem 

maintainer).

The main suggestion was: “before 
refining the syntax and formalism, work 
on the semantic aspects and show the 
value”

https://github.com/elisa-tech/linux/blob/linux_requirements_wip/kernel/trace/trace_events.c


We mainly worked on 
“kernel/trace/trace_events.c” (see [1] and [2] ) 
with different outcomes:

TRACING subsystem’s submissions

[1] https://lore.kernel.org/all/20250814122206.109096-1-gpaoloni@redhat.com/
[2] https://lore.kernel.org/linux-trace-kernel/20250814122141.109076-1-gpaoloni@redhat.com/
[3] https://lore.kernel.org/all/20250323122950.397439862@goodmis.org/

a bug was found (see 
[3])



We mainly worked on 
“kernel/trace/trace_events.c” (see [1] and [2] ) 
with different outcomes:

TRACING subsystem’s submissions

[1] https://lore.kernel.org/all/20250814122206.109096-1-gpaoloni@redhat.com/
[2] https://lore.kernel.org/linux-trace-kernel/20250814122141.109076-1-gpaoloni@redhat.com/
[3] https://lore.kernel.org/all/20250323122950.397439862@goodmis.org/
[4] https://lore.kernel.org/all/20250723144928.341184323@kernel.org/

A redundant flag (SOFT_MODE) was 
identified and removed, with the code 

reworked and optimised (see [4])

https://lore.kernel.org/all/20250323122950.397439862@goodmis.org/


We mainly worked on 
“kernel/trace/trace_events.c” (see [1] and [2] ) 
with different outcomes:

TRACING subsystem’s submissions

[1] https://lore.kernel.org/all/20250814122206.109096-1-gpaoloni@redhat.com/
[2] https://lore.kernel.org/linux-trace-kernel/20250814122141.109076-1-gpaoloni@redhat.com/
[3] https://lore.kernel.org/all/20250323122950.397439862@goodmis.org/
[4] https://lore.kernel.org/all/20250723144928.341184323@kernel.org/
[5] https://lore.kernel.org/all/20250612104349.5047-2-gpaoloni@redhat.com/

We realised that it is easy to mislead a 
feature for a bug (see [5]). So we 

introduced Assumptions of Use (AoUs) 
to document usage constraints

https://lore.kernel.org/all/20250323122950.397439862@goodmis.org/
https://lore.kernel.org/all/20250723144928.341184323@kernel.org/


We mainly worked on 
“kernel/trace/trace_events.c” (see [1] and [2] ) 
with different outcomes:

TRACING subsystem’s submissions

[1] https://lore.kernel.org/all/20250814122206.109096-1-gpaoloni@redhat.com/
[2] https://lore.kernel.org/linux-trace-kernel/20250814122141.109076-1-gpaoloni@redhat.com/
[3] https://lore.kernel.org/all/20250323122950.397439862@goodmis.org/
[4] https://lore.kernel.org/all/20250723144928.341184323@kernel.org/
[5] https://lore.kernel.org/all/20250612104349.5047-2-gpaoloni@redhat.com/

We realised that it is easy to mislead a 
feature for a bug (see [5]). So we 

introduced Assumptions of Use (AoUs) 
to document usage constraints

https://lore.kernel.org/all/20250323122950.397439862@goodmis.org/
https://lore.kernel.org/all/20250723144928.341184323@kernel.org/


We submitted a patchset with 
documentations, testable expectations and 
associated tests (see [7])

/dev/mem submissions

[6] https://lore.kernel.org/all/20250821170419.70668-1-gpaoloni@redhat.com/
[7] https://lore.kernel.org/all/20250910170000.6475-1-gpaoloni@redhat.com/

However it seems that there is 
no clarity about why we need 

this, which APIs will be specified, 
who is will do the work

https://lore.kernel.org/all/20250821170419.70668-1-gpaoloni@redhat.com/
https://lore.kernel.org/all/20250910170000.6475-1-gpaoloni@redhat.com/


Following LPC25 discussions and feedbacks 
we proposed a further patchset with the 
minimum formalism to trace specifications to 
test cases (see [8])

/dev/mem submissions

[8] https://lore.kernel.org/all/20260212124923.222484-1-gpaoloni@redhat.com/

Again this was Rejected.



Requirements’ Template Goals:

● The syntax should enforce unique IDs, traceability, 
configuration management, and change management, such 
that automation stands a high likelihood of generating a 
complete requirement document tailored to individual needs.

● Should be maintainable together with the code.
● Should support hierarchical traceability to allow refinement 

of SW dependencies (i.e. cross reference critical APIs or 
data structures from the template).

● Should describe error conditions and success behavior. This 
includes cases where success is returned yet behavior 
diverges from expectations (e.g. cover tricky corner cases).

● Should allow covering both static and dynamic aspects of 
the code.

● Should support the definition of a test plan (i.e. syntax 
should enforce testability as well as the avoidance of 
untestable “shall not” type requirements).

● Should be able to import and export requirements in a 
format that is compliant with SPDX-3.1

New Idea: Maintaining Requirements and Test Specs in a separate repo



SPDX 3.1-dev (active development)

Work in Progress - License: CC-BY-4.0


Requirement

 Code
SoftwareArtifact/
Package | File | Snippet

 Test Specification
FunctionalSafety/
RequirementVerification

hasRequirement

hasRequirement

implementedBy

verifiedBy

https://spdx.github.io/spdx-spec/v3.1-RC1/model/Core/Classes/Requirement/


Field Purpose Cardinality SPDX 3.1

Identify 
Requirement

(1,1) core/spdxID 
core/Requirement/ requirementUID

Requirement 
Statement

(1,1) core/Requirement/ requirementStatement

Requirement 
Integrity

(1,1) core/requirement/ verifiedUsing (see 
Integrity Method for options)

Rationale (0,1) core/Requirement/ rationale

Requirement (active development)

Under discussion:  
requirement state/status - DRAFT | APPROVED | DEPRECATED
Looking to add to relationship as requirements can be reused, evolved, etc. but once 
created not modified. 

https://spdx.github.io/spdx-spec/v3.1-dev/model/Core/Classes/Requirement/


RequirementVerification (active development)

Work in Progress - License: CC-BY-4.0

Query:  should this be renamed?   It might be more appropriate to think of this as Test 
Specification?  Verification Specification? 

Field Purpose Cardinality SPDX 3.1

Identifier of 
RequirementVerfication

(1,1) core/spdxID 
FunctionalSafety/ verificationUID

VerificationMethod (1,1) FunctionalSafety/ VerificationType

Why of method selected (0,1) core/Rationale

Any conditions to satisfy 
after verification performed

(0,1) FunctionalSafety/ VerificationPostcondition 

Any conditions to be 
satisfied before 
verification is performed

(0,1) FunctionalSafety/ VerificationPreccondition 

VerificationType is one of analysis | assessment | audit | demonstration | inspection | 
review | test | other 

https://spdx.github.io/spdx-spec/v3.1-dev/model/FunctionalSafety/Classes/RequirementVerifica


SPDX 3.1-dev (active development)

Work in Progress - License: CC-BY-4.0

  Tests
SoftwareArtifact/
Package | File | Snippet

 Evaluation
FunctionalSafety/
EvaluationResult

hasSpecification

implementedBy

 Test 
Specification
FunctionalSafety/
RequirementVerification

 Test Result(s)
SoftwareArtifact/
Package/File/Snippet

hasEvidence

generates

evaluatedOn

hasTestCase



Field Purpose Cardinality SPDX 3.1

Evidence identifier (1,1) core/spdxID 
FunctionalSafety/ EvidenceUID

Enumeration of types 
of Evidence Artifacts

(0,*) FunctionalSafety/ EvidenceType

from (1,1) Relationship from RequirementVerification

to (1,*) Relationship to objects that provide evidence

EvidenceRelationship   (active development)

Query:  should this be renamed?  Restructured?  Purpose is to link evidence artifacts to 
requirementverification   

EvidenceType is one of log | observation | recording | report | other 

hasEvidence: Every to Element is considered as evidence for the from Element (from hasEvidence to).

https://spdx.github.io/spdx-spec/v3.1-dev/model/FunctionalSafety/Classes/EvidenceRelationship/


Field Purpose Cardinality SPDX 3.1

Evaluation Identifier (1,1) core/spdxID 

Result of Evaluation (1,1) FunctionalSafety/EvaluationResult/ evaluation which is 
an evaluationResultType

Rationale (1,1) core/element

Evaluation based on (1,1) FunctionalSafety/EvaluationResult/evaluationBasedOn 
which is a RequirementVerification 

Evaluation Result (active development)

evaluationResultType is one of pass | fail | inconclusive 

https://spdx.github.io/spdx-spec/v3.1-dev/model/FunctionalSafety/Classes/EvaluationResult/


Specification

hasRequirement

hasRequirement

assumes

Requirement

Requirement

Assumption

tracedToDetail

tracedToDetail

Requirement(s)

Requirement

Work in Progress - License: CC-BY-4.0

SPDX 3.1-dev (active development)



Field Purpose Cardin
ality

SPDX 3.1

Identify a Specification
Artifact

(1,1) core/spdxID 
core/externalIdentifier

Type of Specification (0,1) core/specType

Name of specification (0,1) xsd:string

Specification  (active development)

specificationType is one of formalStandard| regulation | specification | other 

https://spdx.github.io/spdx-spec/v3.1-dev/model/Core/Classes/Specification/


Assumption (active development)

Note:  assumptions should be able to point to other assumptions via a 
"assumes" relationship.

Field Purpose Cardina
lity

SPDX 3.1

Identifier of 
Assumption

(1,1) core/spdxID 
FunctionalSafety/ assumptionUID

Assumption of 
use Statement

(1,1) FunctionalSafety/ assumptionStatement

why of 
assumption

(0,1) core/Rationale

Assumption 
Integrity

(1,1) FunctionalSafety/ verifiedUsing (see Integrity 
Method for options)

https://spdx.github.io/spdx-spec/v3.1-dev/model/FunctionalSafety/Classes/Assumption/


Next Steps

1) Complete the SPDX formalism definition to maintain requirements, 
evidence, test specifications along the corresponding code and test 
cases

2) Develop tools (e.g. BASIL) to support such a formalism and relationships
3) Define a change management process leveraging tools and formalism 

from points above
4) Create repo for requirements and test specifications and start populating 

it with the Linux kernel data; and work with interested kernel maintainers 
and KernelCI community to review.

5) Spot bugs in existing code and in new contributions, show the value and 
create an ecosystem of interested parties using all of the above



Licensing of Workshop Results

All work created during the workshop is licensed under Creative Commons Attribution 4.0 International (CC-BY-4.0) 
[https://creativecommons.org/licenses/by/4.0/] by default, or under another suitable open-source license, e.g., 
GPL-2.0 for kernel code contributions.

You are free to:

● Share — copy and redistribute the material in any medium or format
● Adapt — remix, transform, and build upon the material for any purpose, even commercially.

The licensor cannot revoke these freedoms as long as you follow the license terms.

Under the following terms:

Attribution — You must give appropriate credit, provide a link to the license, and indicate if changes were made. You 
may do so in any reasonable manner, but not in any way that suggests the licensor endorses you or your use.

No additional restrictions — You may not apply legal terms or technological measures that legally restrict others from 
doing anything the license permits.

Work in Progress - License: CC-BY-4.0

https://creativecommons.org/licenses/by/4.0/



